


[bookmark: _qre5pgwhf8h2]Building University Technological Infrastructure to Support AI
[bookmark: _z2oj7ztxf49p]Executive Summary
As artificial intelligence becomes embedded across teaching, research, and administrative functions, universities face a strategic choice: whether to treat AI infrastructure as a collection of technology purchases or as a core institutional capability. Experience shows that institutions that focus primarily on acquiring hardware or cloud services without first establishing staffing, governance, compliance, and operational readiness struggle to translate AI investments into durable academic impact.
Effective AI infrastructure is not defined by scale alone. It is defined by alignment between institutional goals and computing capacity; faculty demand and support services; and regulatory obligations and operational controls. Universities that succeed approach AI infrastructure as a long-term organizational commitment requiring coordinated leadership across academic affairs, research operations, information technology, finance, and compliance.
Institutions typically follow a maturity pathway across three models.
· Cloud-Based: Low upfront cost; ideal for testing demand
· Shared/Consortium: Access to advanced resources without full ownership
· On-Campus: Maximum control and long-term cost-efficiency for high, sustained demand.

Many universities begin with cloud-based services to assess demand and build internal expertise, transition to shared systems as needs expand, and ultimately invest in on-campus infrastructure once workloads, staffing, and governance are mature.
Across all models, three conditions consistently determine success:
· Operational Readiness: Expertise in staffing, training and compliance must precede technology scaling.
· Governance: Clear policies for data protection, cost allocation, and access.
· Financial Sustainability: Planning for long-term operational costs, not just initial acquisition.

This paper provides a practical framework to help universities evaluate their best pathway, align AI infrastructure decisions with institutional goals, and avoid the common pitfall of investing in technology before building the organizational capacity required to support it.
[bookmark: _c7fzeb4ociyo]Choosing Computing Infrastructure
The requirements and trade-offs for each pathway are below. 

On-Campus High-Performance Systems
Housing AI infrastructure on campus provides fast, reliable access, direct control over security and compliance, and the ability to customize the environment to faculty and student needs. It also allows universities to offer hands-on, pedagogical experiences where students can flex their AI muscles and experiment at scale.
A supercomputer requires a team that knows how to run it, support users, secure sensitive data, and integrate it into teaching and research workflows. As an analogy, a new racecar without a seasoned pit crew will not win races. Universities must first build the people, processes, and governance required to run advanced systems reliably. 
Only then does it make sense to acquire or accept a major hardware investment, whether through purchase, philanthropy, or partnership. Considerations for on-campus high-performance systems include:
· Capital & Facilities: On-campus systems require significant investment in power and HVAC. While smaller institutions can use cloud resources or scaled-down hardware, on-campus systems align with a long-term goal of sustainability.
· Staffing: Technical impact is driven by people, not just parts. A major system requires dedicated specialists to assist faculty with computation, data retrieval and software integration.
· Policy and Governance: On-campus systems provide full control over compliance (FERPA, HIPAA, export controls). While cloud providers handle physical security, the institution remains responsible for roughly two-thirds of regulatory controls.
· Cost-effectiveness:  Cloud is ideal for spiky or initial workloads. Once usage stabilizes to 24/7 demand, on-campus infrastructure typically costs one-third to one-half the price of equivalent cloud services.

Cloud-Based & Shared Systems
Cloud-based and consortium AI infrastructure provides a flexible, lower-commitment entry point for institutions with limited budgets, emerging technical operations, or uncertain demand. These models enable rapid access to advanced computing without the capital investment, facilities requirements, or long lead times associated with on-campus systems, making them well suited for teaching, pilot research, and early experimentation.
These approaches are best understood as a rental model rather than ownership. They allow universities to meet immediate instructional and research needs while deferring long-term infrastructure commitments. As an on-ramp, cloud and shared systems give institutions time to assess true demand, develop internal expertise, and determine whether a future transition to permanent, on-campus infrastructure is justified.
However, cloud infrastructure is not a turnkey solution. While providers manage physical hardware, institutions remain responsible for cost control, system configuration and support, and regulatory compliance. Without clear governance and active oversight, cloud usage can become fragmented, expensive, and misaligned with institutional priorities.
Key considerations for cloud-based and shared models include:
· Cost Management: Pay-as-you-go pricing lowers barriers to entry but can lead to rapid cost escalation without monitoring, budgeting controls, or usage limits. Long-running or predictable workloads are often more cost-effective on shared or on-campus systems.

· Operational Capacity: Even in a rental model, local staff are required to architect and configure the cloud system, install and maintain software stacks, support users, manage accounts, configure user environments, and integrate cloud resources into teaching and research workflows.

· Data Governance & Compliance: Cloud providers typically cover physical and some technical controls, but institutions retain responsibility for the majority of compliance obligations under FERPA, HIPAA, export controls, and NIST frameworks. Clear policies and audit readiness remain essential.

· Strategic Fit: Cloud and shared systems are most effective for bursty workloads, pilots, and institutions still building AI maturity. They are less effective as a long-term substitute for sustained, 24/7 computational demand.
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[bookmark: _in32eoie4pdv]Implementation Timeline
· Months 1–3: Strategic Alignment and Feasibility
Define institutional AI goals, funding pathways, and regulatory requirements (e.g., HIPAA, FERPA, export controls). In parallel, assess on-campus capacity (power, HVAC) or evaluate cloud and consortium providers for compliance and cost suitability to determine the hosting path.
· Months 3–6: Operational Foundation
Recruit or train core staff (system administrators and compliance specialists), formalize governance structures, and codify security, responsible-use, and auditing policies. Develop self-service documentation and tutorials for basic tasks (e.g., account access, job submission) to reduce the “embarrassment barrier” for new users and allow high-value staff to focus on advanced research support rather than routine troubleshooting.
· Months 6–24: Implementation, Deployment, and Scaling
Execute infrastructure implementation (hardware installation or cloud configuration), launch pilot teaching and research workflows, and validate support and governance processes under real usage. Use early projects to stress-test cost controls, compliance procedures, and resource allocation before expanding to full-scale institutional adoption.


Core Technical Capabilities 

Whether the system is on-campus or in the cloud, the following features are needed:

· High-Performance Compute: A balanced portfolio of CPUs for simulation and high-ram GPUs for large-scale AI training and inference. 
· Architectural Throughput: An integrated low-latency fabric (e.g., Infinibrand) and tiered storage (all-flash for active data, high-capacity for archives) to prevent performance bottlenecks.
· Advanced Ecosystems: Native support for “Digital Twins” (NVIDIA Ominverse), quantum simulation, and massive parallel file systems (Lustre).
· Verified Environments: Environments pre-certified for restricted data (NIST 800-171, CMMC, or HITRUST) to enable high-stakes research without manual setup for every project.



Below is a technical summary of HiPerGator, UF’s high-performance computing system, which supports teaching, research and AI workloads across the state.The table contains a lot of details for IT specialists to see the full list of capabilities to support the spectrum of possible services that a comprehensive deployment may need. While a top-tier system like this is not for everyone, smaller institutions can achieve meaningful capability for more modest deployments.For systems that serve a consortium of institutions in a region, complexity similar to HiPerGator may be needed.

	HiPerGator Technical Summary

	January 2026

	CPU Core Portfolio
	Total of 60,000 CPU cores (8 GB RAM per core)
Core mix: 40,000 AMD EPYC (2021), 19,000 AMD EPYC (2025)

	GPU Accelerator Mix
	600 NVIDIA L4 GPUs (24 GB VRAM) and 32 NVIDIA L40 GPUs (48 GB VRAM)  
Digital Twin Hub: 360 RTX6000 Blackwell GPUs (96 GB RAM)
NVIDIA SuperPOD: 504 Blackwell B200 GPUs (180 GB VRAM) in 63 NVIDIA DGX B200 nodes, each with 8 GPUs and 10 InfiniBand adapters for multi-GPU computation
NaviGator AI Inference: 40 RTX6000 Blackwell and 16 NVIDIA Blackwell B300
Ecosystem of 1,552 GPUs

	Storage Architecture
	Lustre file systems with two tiers (orange, blue)
·         Orange: 36 PB (primarily capacity)
·         Blue: 11 PB all‑flash DDN array (active scientific data)
Total distributed storage >70 PB across HiPerGator systems

	Network & Interconnect
	Integrated InfiniBand fabric, upgraded to NDR‑400 in 2025 to sustain high GPU‑to‑storage bandwidth
Connection to Florida Lambda Rail: dual 400Gbps links.

	Performance Benchmarks
	Dedicated HPG 4th Gen. AI HPL: 605 PFLOPs of mixed precision and 17.49 PFLOPs of double precision.
Ranked among the top supercomputers in the world based on several benchmarks, like top500 HPL and HPCG, IO500, and the MLPerf AI industry benchmark organized by MLCommons.

	Additional Features
	Supports over 4,000 applications, including NVIDIA cuQuantum and CUDA-Q simulation software for quantum information science
NVIDIA Omniverse for digital-twins
Supports work on restricted‑data (HIPAA, FERPA, etc.) via HITRUST‑certification and NIST 800‑171 compliance, and HiPerGator-RV supports ITAR, EAR, CUI with CMMC Level 2 compliance
Offers on‑site proposal support and training workshops for users across Florida institutions

	2026 Capability Baseline
	   2026 – Add 400 RTX6000 Blackwell, 16 B300 GPUs, replace “orange” with 36 PB
2013 – Launch with 16,000 AMD cores, 1 PB storage • 2016 – Add 30,000 Intel cores, total 51,000 cores, 3 PB storage • 2018 – “Orange” 3 PB capacity tier added • 2019 – 560 RTX 2080‑ti + 48 RTX 6000 GPUs • 2020 – 2 PB Lustre upgraded to 4 PB “blue” system • 2021 – Expand to 40,000 AMD EPYC cores, deploy the 140‑node NVIDIA DGX A100 GPU SuperPOD (w/ 2.5 PB flash storage) · 2025 – Retire older CPUs/GPU, install 19,000 AMD EPYC 9655P cores, 600 L4 GPUs, 63 DGX‑B200 nodes, and replace “blue” with 11 PB all‑flash DDN



For an idea of the staffing required to support a machine like HiPerGator and the related support infrastructure, see the org chart below.

HiPerGator Support Staff Org Chart
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Getting Started: Choosing an AI Infrastructure Model
	Factor / Consideration
	 
	 
	Cloud-Based Solution
	 
	Shared / Consortium System (e.g., UF HiPerGator)
	 
	On-Campus High-Performance System

	Capital & Facilities
	 
	 
	Low upfront cost, no data center needed
	 
	No new facilities required, hardware managed externally
	 
	High upfront investment, need data center & power upgrades

	Staffing & Operational Expertise
	 
	 
	Some savings in  on-site staff required for basic hardware and network tasks
	 
	Some local support needed for user access & training, compliance
	 
	Full staff needed: system admin, user support, compliance

	Scalability / Performance
	 
	 
	Flexible scaling, pay-for-use
	 
	Access to high-performance resources without owning
	 
	Maximum performance & customization

	Compliance / Sensitive Data
	 
	 
	Cloud providers take care of physical controls, the rest are the responsibility of the institution
	 
	Majority of controls are handled by the consortium, with BAA needed for each institution
	 
	Full control, can meet strict regulatory requirements

	Teaching & Pilot Projects
	 
	 
	Excellent for experimentation or small-scale classes
	 
	Good for pilot research & teaching at scale
	 
	Can also support teaching, but often geared to research

	Long-Term Institutional Goals
	 
	 
	Builds experience, limited internal capacity
	 
	Builds some expertise, can transition to ownership
	 
	Builds long-term capacity & expertise, strategic investment

	Best Use Cases / Notes
	 
	 
	Entry point for universities starting AI journey
	 
	Universities wanting access to advanced systems without owning
	 
	Institutions ready for sustained high-performance AI research; maximum control



Core Infrastructure Considerations
Regardless of the model, AI success requires thoughtful planning in the following areas:
[bookmark: _gndmayxsfp8s]Computing Hardware: While the supercomputer provides massive scale, workflows should be designed to be portable, scaling down a single GPU on a student’s laptop for testing and up to the cluster for production so science happens quicker at every level.
[bookmark: _xp6hs6llsmus]Specialized Staffing: Hardware alone is a "racecar without a pit crew." Whether using cloud or on-campus systems, universities require a multi-functional team to move researchers from basic access to peak performance.
· Systems Architects & Support: Manage the "plumbing"—hardware maintenance, high-speed networking, and software troubleshooting.
· Research Facilitators: Act as the bridge for non-technical faculty. They lead the "Education and Evangelism" effort through workshops and tutorials, ensuring researchers are comfortable with the scale.
· Research Software Engineers (RSEs): Act as "Free Co-PIs" who sit down with faculty to map out solutions. The impact is measurable: In one NIH-funded study, RSE intervention reduced the computational timeline for a 400-brain data set from a projected three years to just over five weeks. 
· Compliance Specialists: Ensure the environment is pre-configured for sensitive data (HIPAA, FERPA, etc.), allowing researchers to focus on science rather than regulatory paperwork.
[bookmark: _hzzb8p3h9iw3]
[bookmark: _airtu34haxxd]Security, Compliance, and Policy Frameworks
AI programs require a rigorous, multi-layered framework for security, regulatory compliance, and institutional accountability. Universities must distinguish clearly between security, which encompasses technical safeguards such as patching, malware protection, access controls, and system hardening, and compliance, which is the auditable demonstration that required policies, procedures, and controls are consistently followed.
Institutions must establish secure computing environments appropriate for handling sensitive and regulated data, including FERPA, HIPAA, and export-controlled research. Core requirements include clearly articulated responsible-use policies, role-based access controls, data-handling standards, incident response procedures, and formal internal oversight mechanisms.
While lower-risk data and instructional workloads may be governed through internal controls and institutional audits, high-stakes research often requires more formal verification. Funding agencies, research partners, and industry collaborators may require independent audits or external certifications—such as HITRUST and CMMC—to provide assurance that security and compliance standards are being met.
When institutions rely on cloud-based or consortium-managed infrastructure, accountability must be explicitly defined through contractual agreements. These agreements should specify responsibility for restricted data handling, monitoring, breach notification, audit support, and regulatory reporting. Leveraging pre-certified environments operated by trusted providers or consortia can reduce institutional burden, but it does not eliminate institutional responsibility for compliance.
Finally, governance frameworks must also address resource allocation and fair access. Clear policies, such as usage limits, pre-paid GPU or CPU packages, and priority tiers for sponsored research, help ensure efficient use of shared resources, prevent overconsumption, and align infrastructure use with institutional mission and funding constraints.

[bookmark: _qidibnt4ozt9]Financial Model
Sustainable AI infrastructure requires planning for capital, maintenance, and operational costs. The details depend on whether cloud-based, shared, or on-campus infrastructure is used. Funding sources may include:
· Blending funding: Successful institutions leverage a mix of central administration allocations, research grants, philanthropy, state support and industry partnerships.
· Cost Sharing: A balanced model, like UF’s, uses central funds to subsidize teaching and student access, while research faculty contribute through resource purchases embedded directly into their grants.
· Regional Impact: By providing subsidized access to state agencies and partner universities, institutions can offset costs while amplifying their regional strategic value.


Culture and Incentives
The ultimate goal of AI infrastructure is to shift the faculty mindset. Infrastructure is not just a utility; it is a catalyst for research that was previously unimaginable.
· The Mindset of Ambition: When faculty are limited to small, local GPUs, they propose modest projects. Providing access to massive scale (32+ nodes) empowers them to "think higher" and pursue high-value, large-scale grants.
· Education as Evangelism: Success is not "build it and they will come." It requires a deliberate process of education. Use workshops and "Birds of a Feather" sessions to showcase what is possible, turning skeptics into "test cases" who prove the system’s value.
· Institutional Alignment: Leadership across the Provost, Deans, and Research offices must recognize AI as a foundational academic component. Providing seed funding and subsidized access for early adopters creates the "synergy" needed for long-term engagement.
See more in the paper on Culture: Expanding AI Across the Curriculum.
[bookmark: _ioa95zd44tb0]Strategic Recommendations
· Calibrate Scale: Match your infrastructure model (Cloud, Shared, or On-Campus) to your specific capabilities, mission, and projected workloads.
· Prioritize Compliance: Establish auditable environments for sensitive data (FERPA/HIPAA) early to enable high-value research.
· Build the "Pit Crew": Hire a multi-functional team of administrators, consultants, and compliance experts proportional to your system's scale.
· Diversify Funding: Use a blended model of central funds, grants, and philanthropy to ensure long-term sustainability.
· Align Leadership: Integrate AI as a foundational academic component by aligning the Provost, Deans, and Research offices.
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